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Engines of the Future
While search engines which index HTML pages find many answers to searches and cover a huge part of the Web, they return many inappropriate answers. There is no notion of "correctness" to such searches. By contrast, logical engines have typically been able to restrict their output to that which is a provably correct answer, but have suffered from the inability to rummage through the mass of intertwined data to construct valid answers. The combinatorial explosion of possibilities to be traced has been quite intractable.

However, the scale upon which search engines have been successful may force us to reexamine our assumptions here. If an engine of the future combines a reasoning engine with a search engine, it may be able to get the best of both worlds, and actually be able to construct proofs in a certain number of cases of very real impact.
Tim Berners-Lee

Semantic Web Road Map [1]
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Part I

Explanation of Internal Code and User Interface

1.1  Introduction


Perhaps the single fastest way to locate information online, or in any large body of documents, is with a text search.  However, a pure text search is lacking in many regards.  Often documents are able to discuss topics while never directly stating them, or they will use slightly different terminology.  A pure text search will scan documents for the occurrence of words, but it will follow no particular logic or reason in the results it returns.
Recently XML and RDF have emerged to bring a semantic quality to information on the web.  While any human can look at a web page and immediately understand its semantics, XML and RDF are powerful because they provide semantic information that is understandable to machines.  This project uses XML metadata to improve searching accuracy in the form of an interactive chatbot that is both significantly more intelligent than a pure text search, and provides a more natural user experience.

1.2  Introduction to Dublin Core XML


 The Dublin Core XML metadata format was selected for this project because it has become the preeminent standard for web metadata.  The Dublin Core Metadata Initiative was founded in 1995, and since it was one of the first groups to design a common core of semantics for resource description a broad range of international and interdisciplinary projects quickly adopted it.  In its current version, the Dublin Core metadata standard consists of 15 elements, all of which are optional and repeatable.

This XML blob shows all 15 elements of the Dublin Core.  A blob like this could be placed in the header of an HTML file, or in a separate file for scanning by a web spider, or insertion into a database.  The blob describes this document.
<?xml version="1.0"?>

<rdf:RDF xmlns:rdf="http://www.w3.org/1999/02/22-rdf-syntax-ns#"

            xmlns:dc="http://purl.org/dc/elements/1.1/">  

  <rdf:Description>

    <dc:creator>Alex Faaborg</dc:creator>

    <dc:contributor>Bart Selman</dc:contributor>

    <dc:publisher>Cornell Univ. Computer Science Department</dc:publisher>

    <dc:subject>Artificial Intelligence</dc:subject>
    <dc:description> This project uses XML metadata to improve searching accuracy in the form of an interactive Chabot that is both significantly more intelligent than a pure text search, and provides a more natural user experience.</dc:description>

    <dc:identifier>http://people.cornell.edu/pages/ajf15/473</dc:identifier>

    <dc:relation>http://www.cs.cornell.edu/home/selman/cs472/473/projects-sugg.html</dc:relation>
    <dc:source>http://cs.cornell.edu/</dc:source>

    <dc:rights>All rights reserved</dc:rights>

    <dc:format>.doc</dc:format>

    <dc:type>Text document</dc:type>

    <dc:title> Leveraging Metadata for Natural Language Processing

Dublin Core XML to AIML Conversion</dc:title>

    <dc:date>12-20-01</dc:date>

    <dc:coverage>Cornell University</dc:coverage>

    <dc:language>en</dc:language>

  </rdf:Description>

</rdf:RDF> 
In this project for the purposes of simplicity, the Dublin Core was reduced down to only 8 elements, removing the elements: source, relation, rights, format, type, language, and contributor.  These elements were not incorporated into the chatbot’s natural language processing, although they could be in future versions.  Some of the remaining Dublin Core elements were expanded to hold more information.   The subject metadata element includes subject and a list of keywords.  Coverage was expanded to include the campus location the document relates to, and the document’s target audience.  Creator contains the creator’s name and his email address.
Here is an XML blob created by the “Dublin Core XML Generator” applet that was programmed for this project.  It includes the extended attributes and again describes this document.
<?xml version="1.0"?>

<rdf:RDF xmlns:rdf="http://www.w3.org/1999/02/22-rdf-syntax-ns# 

 xmlns:dc="http://purl.org/dc/elements/1.1/" 

 xmlns:cuinfo="http://www.cornell.edu">

    <rdf:Description rdf:about=http://>

       <dc:identifier>http://people.cornell.edu/pages/ajf15/473</dc:identifier>
       <dc:title> Leveraging Metadata for Natural Language Processing

Dublin Core XML to AIML Conversion</dc:title>
       <dc:subject>

          <rdf:Bag>

             <cuinfo:subject>Artificial Intelligence</cuinfo:subject>

             <cuinfo:keywords>Artificial Intelligence, Metadata, Dublin Core, Semantic Indexing, Natural Language Processing, AIML, Chatbots<cuinfo:keywords>

          </rdf:Bag>

       <dc:subject>

       <dc:description> This project uses XML metadata to improve searching accuracy in the form of an interactive chatbot that is both significantly more intelligent than a pure text search, and provides a more natural user experience.</dc:description>

       <dc:coverage>

          <rdf:Bag>

             <cuinfo:campuslocation>null</cuinfo:campuslocation>

             <cuinfo:audience>All</cuinfo:audience>
          </rdf:Bag>

       </dc:coverage>

       <dc:creator>

          <rdf:Bag>

             <cuinfo:contact>Alex Faaborg</cuinfo:contact>

             <cuinfo:email>ajf5@cornell.edu</cuinfo:email>

          </rdf:Bag>

       </dc:creator>

       <dc:publisher>

          <cuinfo:department>Computer Science</cuinfo:department>

       </dc:publisher>

</rdf:Description>

Now that the Dublin Core has been introduced, we will continue on to briefly discuss AIML.

1.3  Introduction to AIML


Created by Dr. Richard S. Wallace and the A.L.I.C.E AI Foundation, AIML is the standard for chatbot programs based on the Alice Engine.  AIML is growing in popularity because several Alice chatbots have been released under an open source license, the GNU General Public License, which is the same license used by Linux.  The result of this has been a large developer base, Alice chatbots becoming more advanced than most of the proprietary bot software packages, and the spread of AIML as a standard for expressing information in a chatbot ‘brain.’  It should also be noted that Dr. Wallace’s ALICE has won the Loebner Prize this year, and last year.

AIML and Alice chatbots work by doing pattern recognition on text strings, which is similar to how ELIZA functioned.  Each pattern in an AIML file is contained in a category tag.

<category> 

<pattern>WHO ARE YOU</pattern> 

<template>I am a chatbot</template> 

</category> 
If this category is loaded into the chatbot’s brain, when asked the pattern “who are you,” the chatbot will respond with the template “I am a chatbot.”  The patterns also accept the wild card character *.
<category> 

<pattern> * WHO CREATED YOU</pattern> 

<template>I was created by Alex Faaborg</template> 

</category> 
This category will cause the chatbot to respond “I was created by Alex Faaborg” to any question that matches the pattern, including “can you tell me who created you?” or “I want to contact the person who created you.”

AIML contains recursive responses that map inputs to other inputs using the <srai> tag (stands for Symbolic Reduction Artificial Intelligence).  For instance, consider this category:

<category> 

<pattern>TELL ME ABOUT * </pattern> 

<template><srai>WHO IS </star></srai></template> 

</category>
Here the pattern “tell me about alex” will cause the chatbot to internally think to itself “who is alex” is if the user had asked that question.  This type of category greatly helps with processing complicated sentences because it can reduce sentences down to their most important section:

Hello, can you please tell me where I can find information about art on campus
can you please tell me where I can find information about art on campus

please tell me where I can find information about art on campus

where I can find information about art on campus

where I can find information about art

where * art
>You can find art in the Johnson Museum of Art.  I found a relevant web page…

The chatbot would detect art as a keyword and matches the pattern of where *.  It then gives the user directions to the Johnson Museum of Art.

1.4  Converting Dublin Core XML to AIML

By converting information held in a Dublin Core XML blob to a group of AIML categories, a computer algorithm can leverage the semantic quality of the Dublin Core metadata elements and in effect learn each resource.  A java applet was created to do this XML manipulation.

In the following code, several AIML categories are created to match “where *  ” with the document’s title, subject, and keyword:

//WHERE information maps to the campus location

if(title != null){


learn("where * "+title, "You can find "+title+" in "+oncampus+". "+link()); 

}

if(subject != null){


learn("where * "+subject, "You can find "+subject+" in "+oncampus+". "+link());

}

for(int i=0; i<number_keywords; i++){

if(keyword[i] != null){

learn("where * "+keyword[i], "You can find "+keyword[i]+" in "+oncampus+". "+link());


}

} 

This information is outputted to an AIML category using the learn() function:

//used in buildAIML() - Creates an AIML category

public void learn(String pattern, String template){


pattern = pattern.toUpperCase();


ai+= "\n";


ai+= "\n<category>";


ai+= "\n<pattern>";


ai+= "\n" + pattern;


ai+= "\n</pattern>";


ai+= "\n<template>";


ai+= "\n" + template;


ai+= "\n</template>";


ai+= "\n</category>";


ai+= "\n";

}

The string ai is outputted once all the categories are complete.
1.5  User Interface – Entering Knowledge
Entering the Dublin Core metadata into the chatbot’s knowledge base is done with a Java Applet.  The user simply needs to fill out the form and then hit the “Generate XML” button.  This produces a Dublin Core XML RDF blob, as well as an AIML blob (off screen in this screen shot) that can be put into a file and placed in the bot’s AIML directory.
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1.6  User Interface – Requesting Knowledge


Once a significant number of resources have been learned by the chatbot, the interface for conversing with it is very simple.  The chatbot loads in a frame at the top of the web browser, and as the user converses with it, links will load in the bottom frame of the web browser.
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Part II
Discussion
Now that we have covered both the inner workings and the user experience of the chatbot, we can move to a higher level discussion of the application.
2.1  Natural Language Processing with a Semantic Grammar
Russell and Norvig write, “A major barrier to the widespread use of natural language processing is the difficulty of tuning a NLP system to perform well in a new domain, and the amount of specialized training (in linguistics and computer science) needed to do the tuning.  One way to lower this barrier is to throw out the specialized terminology and methodology of linguistics and base the system’s grammar more directly on the problem domain.  This is achieved by replacing abstract syntactic categories with domain-specific semantic categories.  Such a grammar is called a semantic grammar.” [2].  This is exactly what was done with the chatbot.  The semantic grammar is coming directly from the elements of the Dublin Core XML blob, and because of this the chatbot will be interoperable with any set of documents that use the Dublin Core standard.  While the natural language processing is not robust enough to answer obscurely written questions, or even carry on a conversation, the chatbot will master everything in its limited domain.  Looking at the logic of its semantic interpretation we see that the chatbot is really just a more user friendly interface to an advanced search.
2.2  Semantic Interpretation and First Order Logic

From the Dublin Core XML blob, the chatbot gains the following elements: title, subject, keywords[], URL, description, campus location, department, author, email, and audience.  These elements are used in the following ways:

	Chatbot Task
	DC Elements Used

	Match information request against this particular resource
	Check request against title, subject, keywords[]

	Respond to WHERE question
	Return campus location, title, url

	Respond to WHO question
	Return author, email, department, title URL

	Respond to WHAT, WHY, HOW
	Return title, URL

	Respond to general question
	Return title, URL

	Respond to WHEN question
	Not implemented, would use sub-attributes of Date element from the DC


Essentially the chatbot is performing very simple first order logic problems of the form:
x = text string or word, r = database record

If:

(x (title(x,r) ( subject(x,r) ( keywords[](x,r)) 

Then:
where(x) ( (campuslocationI ( titleI ( URLI)
who(x) ( (authorI ( email(r) ( department(r) ( titleI ( URLI)
what(x) ( why(x) ( how(x) ( (titleI ( URLI)

general(x) ( (titleI ( URLI)
Because the system understands these logical concepts, a little more programming could lead to truth analysis questions of the form:
(x,y (author(x,r) ( department(y,r))

Does Bart Selman work in Biology?
(x,y (keyword(x,r) ( campuslocation(y,r))
Can I get food in the Theory Center?
Unfortunately there wasn’t enough time to implement these types of questions into the chatbot’s knowledge base.

2.3  Utilizing a Common Core of Semantics for Interoperability

Russell and Norvig criticize semantic grammars saying that one of the “main drawbacks to semantic grammars.  …is they are specific to a particular domain.  Very little of the work that goes into building a system can be transformed to a different domain.” [2].  However, the Dublin Core metadata standard provides a common core of semantics which can be applied to cataloguing many diverse resources.  The logic that allows the chatbot to learn content on the Cornell web site could just as easily be applied to any other collection of documents tagged with the Dublin Core or similar metadata.  And, if every piece of content on the Cornell web site were correctly registered with the Dublin Core, the resulting chatbot would be remarkably useful.
2.4  Conclusion: Heading Toward a Global Knowledge Base

Chatbots like the one created for this paper are really just the beginning.  As more XML standards emerge, web agents will have even more semantic information from which to analyze and infer information and relationships.  Russell and Norvig state that semantic grammars do not scale because they are focused on a particular domain.  However, they do not take into account the idea of separate agents using XML to communicate with each other for information.  This is the current focus of every single research group involved in creating the XML standards used in this project.  The Dublin Core Metadata Initiative is investigating the best way for agents to communicate to each other what information they know [4].  Dr. Richard S. Wallace and the A.L.I.C.E AI Foundation are working on making Alice bots able to communicate with each other to share information [5].  Tim Berners-Lee and the W3C have been working on this problem for three years now [3].
This project has demonstrated the benefit of exposing a chatbot to semantic information on the Cornell web.   Imagine what would happen if RDF became a widely adopted standard on the Internet.  Tim Berners-Lee refers to this concept as the Semantic Web. “The Semantic Web is what we will get if we perform the same globalization process to Knowledge Representation that the Web initially did to Hypertext.” [3].  Interacting chatbots with access to a global Knowledge Base is a very grand vision; not just for logic, linguistics and computer science, but for the way we interact with technology.
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2.6  Important Web Resources
The Dublin Core Metadata Initiative: http://www.dublincore.org
A.L.I.C.E AI Foundation: http://www.alicebot.org
W3C Design Issues: http://www.w3.org/DesignIssues/
Part III
Source Code and Notes
3.1  Installation Instructions
Dublin Core XML to AIML Conversion Tool:

Move ‘convert’ folder to hard drive, open dc3.dcform.html

Chatbot:

Move the directory ‘chatbot’ to hard drive

If you have a recent version of the JRE, try executing run.bat in the chatbot directory.
If this does not work, try installing the most recent JRE or JDK (JDK 1.3.1.01 included on the CD)
If this still does not work, note the readme.txt file in the chatbot directory

Once the server is running, open a web browser and go to http://localhost:2001
Note: To see an Easter Egg, ask the chatbot “do you know any tricks.”
3.2  List of the Web Pages the Chatbot was Trained On
	Title
	URL

	Get Your Flu Shot
	http://www.gannett.cornell.edu/flushots.html

	Parents Orientation Schedule
	http://www.sao.cornell.edu/orientation/Parents.htm

	Computing at Cornell: Security
	http://www.cit.cornell.edu/computer/security/ways.html

	Cornell Cinema
	http://www-cinema.slife.cornell.edu/info/info.html

	Graduate Bulletin
	http://www.gradschool.cornell.edu/grad/GRBULL.html

	Cornell Store
	http://cornellstore.collegestoreonline.com/

	Cornell Fitness Center
	http://www.athletics.cornell.edu/cfc/home/cfcPage.html

	Creating Course Web Sites
	http://www.cit.cornell.edu/atc/itsupport/webservices.shtml

	Student Activities Office
	http://www.sao.cornell.edu/so/

	Math Library
	http://www.math.cornell.edu/~library/

	Cornell Admissions
	http://admissions.cornell.edu/schedule.cfm

	Learning Strategies Center
	http://www.clt.cornell.edu/campus/learn/learn.html


3.3  Source Code for the Dublin Core XML to AIML Conversion

Note: the source code for the ALICE engine is included on the CD, but was not printed out.  This code is the work of Dr. Richard S. Wallace.  The AIML files created by the Dublin Core XML to AIML conversion were not printed out due to their immense length.  These files are also included on the CD.
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